
Joint Acoustic Source Location and
Orientation Estimation Using Sequential

Monte Carlo

Maurice Fallon1 Simon Godsill1 Andrew Blake2

1Signal Processing and Communications Laboratory
University of Cambridge, UK

2Microsoft Research, Cambridge

9th International Conference on Digital Audio Effects 2006



Background SMC-based Approach Speech Directivity and Orientation Estimation Future Work and Summary

Outline

1 Background
Speaker Location Tracking
Instantaneous Methods
Generalised Cross Correlation

2 Sequential Monte Carlo and State-Space Approach
Particle Filtering Methods
Particle Filtering applied to the AST Problem
Problems with current solutions

3 Speech Directivity and Orientation Estimation
Speaker Directivity
Integration into existing algorithm
Performance of new algorithm



Background SMC-based Approach Speech Directivity and Orientation Estimation Future Work and Summary

Outline

1 Background
Speaker Location Tracking
Instantaneous Methods
Generalised Cross Correlation

2 Sequential Monte Carlo and State-Space Approach
Particle Filtering Methods
Particle Filtering applied to the AST Problem
Problems with current solutions

3 Speech Directivity and Orientation Estimation
Speaker Directivity
Integration into existing algorithm
Performance of new algorithm



Background SMC-based Approach Speech Directivity and Orientation Estimation Future Work and Summary

Speaker Location Tracking

Acoustic Source Tracking (AST)

Problem De�nition:

Location Tracking of a speech
source moving in a reverberant
environment using recordings
from Nm microphones.

Applications:

Improved speech acquisition

Hands-free audio

Automatic camera and
microphone steering

Teleconferences etc.

Microphone Array
x(t)i

Moving speaker, s(t)
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Speaker Location Tracking

Acoustic Source Tracking (AST)

Dif�culties:

Background Noise e.g. Computer
Fans and traf�c

Speech silence and pauses
between sentences

Reverberation

Fast changes in orientation and
position

Presence of multiple speech
sources

Many of these dif�culties particularly
effect instantaneous frame-by-frame
methods.

Reverberation

Noise Sources
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Instantaneous Methods

General Framework of Localisation

1 Frame of Multi-channel Audio, Xk , recorded using Nm distributed
microphones

2 Frame processed using localisation function: Tk = f ( Xk )

3 The peak of the localising function is evaluated which
corresponds to the source physical location.

Localisation function: typically combines estimates of
source/sensor path delays and microphone positional information:

Generalised Cross Correlation (GCC)

Steered Beamformer (SBF)

Adaptive Eigenvalue Decomposition (AEDA)
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Generalised Cross Correlation

Generalised Cross Correlation

Rp ( � ) =

1
2�

Z

	 p ( ! ) Sxp ; 1xp ; 2 ( ! ) ej ! � d !
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k Xp ; 1 ( ! ) X �

p ; 2 ( ! ) k

Introduced by Knapp and Carter (1976)

Use of the phase transform, 	 p ( ! ) , reduces effect of changing
speech spectral characteristics.

For an ideal source in uncorrelated white noise, formula reduces
to a delta function at the correct delay.

Reduced performance at medium to high reverberation.
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Generalised Cross Correlation

Problems with GCC

In increasing reverberation and noise, GCC peak will become
less distinct due to presence of clutter peaks. The peak mean
not even be the true delay.

Silent pauses by the speaker lead to positional estimate clutter
and false estimates.
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We turn to a model-based approach to try to overcome these
problems
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Generalised Cross Correlation

Problems with GCC

In increasing reverberation and noise, GCC peak will become
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Particle Filtering Methods

State-Space Modelling

Applications

Many problems can be expressed in a state-space form:

Radar-based aircraft tracking

Visual object tracking e.g. tracking faces in video

Time-series modelling of �nancial data e.g. ARMA

Speech proceesing and recognition via Hidden Markov Models
(HMM's)
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Particle Filtering Methods

State

A state which exists at a discrete time k, � k , evolves via a Markovian
state transition distribution:

� k j � k � 1 � p ( � k j � k � 1 )

For AST: State made up of the speakers(s): � k = [ xk ; yk ; zk ] .

Additional parameters such as velocity, orientation etc. added as
required

Measurements

State is unobserved, however measurements, Dk , from a set of sensors
are used to form a likelihood function :

Dk j � k � p ( Dk j � k )

For AST: Multi-channel audio or more speci�cally a likeliho od function
formed from the GCCs or SBF.



Background SMC-based Approach Speech Directivity and Orientation Estimation Future Work and Summary

Particle Filtering Methods

Bayesian Filtering

Infer the posterior distribution to gain a complete picture of the
system:

p ( � k j D1: k ) (1)

Estimate update using two-step Bayesian recursion:

p ( � k j D1: k � 1 ) =

Z

p ( � k j � k � 1 ) p ( � k � 1 j D1: k � 1 ) d � k � 1

p ( � k j D1: k ) = p ( Dk j � k ) p ( � k j D1: k � 1 )
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Particle Filtering Methods

Particle Filtering

Sequential Monte Carlo (SMC) or Particle Filtering:

Represents likelihood function as a cloud of discrete samples.

Samples weighted according to their likelihoods

Active area of research with many advanced strategies such as
resampling techniques, importance sampling
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Particle Filtering Methods

The Bootstrap Filter (Gordon et al, 1993)
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Particle Filtering applied to the AST Problem

Particle Filtering applied to the AST Problem

First application by Vermaak and Blake (2001) . First physical realisation by
Ward et al (2003) .

State Transition, `drift'

A number of possible choices, such as random walk and higher order
models trained on data

We have chosen a 2nd order Langevin process

Location Likelihood Function, `measure'

In each pair GCC peaks are identi�ed and used to form a combina tion of
Normal Distributions with a noise clutter �oor

Pair-wise functions combined for overall likelihood: p ( Tk j � l ; k )

As per Vermaak and Blake (2001)

Note: Overall likelihood function is altered herein by introduction of the
orientation extension later on.
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Problems with current solutions

Problems with Current Solutions

Speci�c positions are
unstable when only one
bearing estimate is
available

An orientation estimate
would give us more
information in such
situations
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Speaker Directivity

Non-Uniform Human Speaker Directivity

Speech Directivity:

De�nition:

The non-uniformity of acoustic pressure in the �eld around a
(human) speaker.

Caused by:
1 Non-uniform radiation of the speech from the mouth.
2 Absorption of speech by the head, neck and torso.

Initial experiments carried out by H.K. Dunn and D.W. Farnsworth
in 1930's tried to analyse this effect.
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Speaker Directivity

Quantifying Directivity

Dunn and Farnsworth's Experiments

Extensive experiments evaluating
pressure variations around a seated
speaker

Results given for different radii from the
mouth, azimuthal and elevation angles
and frequency bands.
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Speaker Directivity

Experimental Results: Dunn and Farnsworth

Concentrating on the measurements in the
X-Y plane only.

Speech Directivity

Varies with angle relative to the mouth1

As expected, directivity is higher in front of
the speaker and falls off behind the head

At mid-frequencies (2kHz) the front-to-back
attenuation is as much as 10dB.

How is correlation effected by speech
directivity?

1
Figure from Betlehem and Williamson (2001)
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Speaker Directivity

Directivity's effect signal correlation

Correlation is measured using the GCC.

The magnitude of the GCC is a measure of how much two
signals are correlated.

Correlation of signals recorded behind the speaker is reduced
because:

The direct path signal behind the head has lower energy.

More of signal is reverberant.
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Speaker Directivity

Directivity's effect signal correlation

Ideal Uniform Speech Source:

Mic Pair A

Mic Pair B
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Figure: Typical GCC functions, Mic Pair A
(left) and Mic Pair B (right)
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Speaker Directivity

Directivity's effect signal correlation

Human Speaker in a real environment:

Mic Pair A

Mic Pair B
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Figure: Typical GCC functions, Mic Pair A
(left) and Mic Pair B (right)
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Speaker Directivity

Directivity's effect signal correlation (2)

Quantifying Directivity: Our Experiments

We tested this on the GCC function peak magnitude by recording
21hrs of white noisea:

12x 30sec long recordings of white noise

19 different relative angles (0�

� 180� in 10� increments)

6 different source/microphone separations (0.75m-2m in 0.25m
increments)

The distribution of the GCC peak magnitude, �mc of each was found.
The mean and variance was then evaluated.

aCumulative total from 12 microphones
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Speaker Directivity

Directivity's effect signal correlation (3)

Our Experiments (2)

Summary:

For the same physical position the GCC
magnitude is higher when the relative
orientation angle is small.

In other words:

If the speaker is facing towards a microphone
pair a large GCC peak is more likely.

Now to integrate this idea into an algorithm..
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Integration into existing algorithm

Likelihood Function for Orientation (1)

Consider the illustrated setup

A possible speaker position and orientation
relative to a microphone pair p.

1 The mic pair is located at an relative
angle of �

( p ) .
2 The speaker orientation is � source

3 The GCC function peak magnitude for
the recorded audio of ^m ( p )

Note: The relative angle between speaker
heading and microphone pair is j �

( p )

� � source j

Mic Pair

! source

! (p)

x-direction
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Integration into existing algorithm

Likelihood Function for Orientation (2)

We propose a normal distribution with:

Mean: ^

�

( p ) , relative microphone orientation

Variance: �

( p )

^

�

, inversely proportional to ^m ( p )

�

( p )

^

�

=

a
k

^m ( p ) r ( p )

k

Giving us:

p (

^m ( p )

j �; H 0 ) / N (

^

�

( p )

; � ; �

( p )

^

�

)

A clutter hypothesis is also added in the form of a
noise �oor

mic pair p

p(m | )(p) ! source

46.61mm

" ( )p
!

x-direction



Background SMC-based Approach Speech Directivity and Orientation Estimation Future Work and Summary

Integration into existing algorithm

Likelihood Function for Orientation (3)

Product of the individual microphone likelihood functions gives an
overall orientation likelihood function:

p ( Mj � ) =

Np
Y

p = 1

p ( M ( p )

j � ) :

The overall joint likelihood function is simply the product of the
Orientation and Location Likelihood Functions:

p ( Dk j � k ) = p ( Dk j � l ; k ; � o ; k )

= p ( Tk j � l ; k ) p ( Mk j � k ) :
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Performance of new algorithm

Experimental Setup

Recording Environment:
Typical of�ce, 5m x 7m x
2.5m

Recording Equipment: Set
of 6 microphone pairs

Source: A typical computer
speaker driven by recorded
samples of male, female
and noise.

Ground Truth: Provided by
state-of-the-art motion
capture LED system.
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Performance of new algorithm

Examples

Orientation Only Example
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Performance of new algorithm

Results

Path 1 2 3 4 5

Location MSE (m2) 0.104 0.061 0.013 0.0241 -
Location MSTD (m) 0.051 0.070 0.06 0.074 -

Orientation MSE (rad2) 0.0181 0.098 0.311 0.113 0.145
Orientation MSTD (rad) 0.0735 0.227 0.115 0.377 0.300

Audio Source: 30-40 seconds of a male speaking

Results shown were averaged for 50 runs of the algorithm

Algorithm has the ability to track both Location and Orientation
accurately and simultaneously
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Other Advances and Remaining Challenges

Vermaak et al. (2001):

Fused microphone and video data to track head and mouth
positions in real time for video conferencing.

Lehmann and Johansson (2006):

Uses a Voice Activity Detection (VAD) module to partition silent
gaps.

Gives less weight to recordings when the speaker is judged to be
silent.

Remaining Challenges

Multiple target tracking.

Reduction in the number of microphones required

Tracking under rapid changes in orientation.
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Summary

Particle Filter-based Acoustic Source Tracking

Can track human speaker accurately and robustly in real
reverberant and noisy conditions.

Perform tracking in real-time on a regular PC.

Orientation Tracking Extension

Provides more information about the tracked source

Is neatly and intuitively integrated into existing algorithm

Improves overall tracking performance

Many thanks for your attention - Any Questions?


